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ABSTRACT
In this study, the viability of assessing drought insurance claims via remote sensing is explored. Time series of satellite images from the Sentinel-2 mission and
weather data from the European Climate Assessment &
Dataset are used to fit classifiers on historical loss data
from an agricultural insurance. Two different approaches
for training classifiers are explored, designing neural networks to learn directly on the time series and transforming the data to a fixed-size representation to enable the
use of other methods. It is shown that in this case the
second approach yields much better results, as careful
feature engineering combined with more rigid methods
like gradient boosting leads to less overfitting compared
to the neural network approach.
Compared to existing approaches, the proposed methods allow for analyzing the situation on a per-field level
while using high resolution imagery (Sentinel-2) over a
large geographic area.

ported by providing a pre-assessment based on remote
sensing.
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2. DATASETS

1. INTRODUCTION
Agricultural insurances need to spend a lot of resources
on loss adjustment. Every claim needs to be verified and
assessed on-site by an expert. For the case of drought
insurance, this can be alleviated with index insurances.
These rely on remotely available data like the NDVI or
precipitation data to trigger payouts. There are many
recent studies on how to derive better indices for this
type of insurance [1, 3, 5]. However, these indices are
usually calculated on a coarse spatial level. It would be
desirable to estimate the probability of a loss for an individual plot of land, as proposed in [6]. The combination
of high-resolution imagery from Sentinel-2 with known
field polygons, makes it possible to achieve exactly that.
By fitting different models on data collected during onsite assessments by experts, it is evaluated how traditional drought insurance loss assessment can be sup-

Fig. 1. Spatial distribution of the analyzed loss data.

2.1. Satellite images
The first and most important dataset is Satellite Imagery. ESA’s Sentinel-2 mission provides images with
10 spectral bands at a spatial resolution of up to 10 m
per pixel. The product is spatially divided into tiles of
100 km × 100 km. Each tile is updated with a new image
every 5 days. However, oftentimes the usability of the
images is diminished greatly by clouds.
2.2. Weather data
A secondary data source for this project is weather data.
The European Climate Assessment & Dataset (ECA&D)
provides daily values for temperature, precipitation and
more. The spatial resolution is much lower than with the
Sentinel images, however it comes at a higher temporal
frequency.

2.3. Historical Loss Data
The data to be learned from is an agricultural insurance’s loss data from 2017 in Austria. Figure 1 shows
the spatial distribution of the assessed fields. The data
is represented in tabular form, specifying amongst others
the following features on a per-field basis: Field geometry, crop type and loss status.
A total of 91352 drought loss assessments conducted onsite by experts were analyzed in this study, 8898 (9.7%)
of which had been determined to contain actual drought
losses.
3. METHODOLOGY
For each field, the Sentinel-2 pixels contained within the
field’s geometry from March to August 2017 were extracted as this field’s measurement. Cloudy pixels were
masked and treated as missing data points. Thus the
data is given as rectilinearly gridded data on the axes
T (time), X (longitude), Y (latitude) with values in RB
(spectral bands):
d : T × X × Y → RB

(1)

The goal was then to extract a binary decision—is there
a loss or not—from this data using statistical models.
The fitted models were evaluated with the F1 metric on
a validation data set.
3.1. Indices
The dataset is not big enough to just train a deep neural
network to derive features on its own as shown in some
recent works [2, 12]. Therefore the data was enriched
using the following indices that are known to correlate
with vegetation health and/or water content [7, 10]:
• Normalized Difference Vegetation Index (NDVI)
• Normalized Difference Water Index (NDWI)
• Green Leaf Index (GLI)
• Chlorophyll Vegetation Index (CVI)
3.2. Spatial aggregation
The data is distributed over one temporal and two
spatial axes. As one pixel from the Sentinel dataset already represents a measurement over a 10 m × 10 m area,
the structures of individual plants are not discernible.
Therefore keeping the axes X and Y is not beneficial
and will only help to overfit the model. As a further preprocessing step, the data will therefore be aggregated on
the spatial level.

Fig. 2.
Images of an agricultural region before
(left) and after (right) a drought period (May/September
2018). From top to bottom: true color, NDVI, NDWI,
GLI, CVI. For the indices, black represents a low value
and white a high value. Created using the Google Earth
Engine [8].
Simple summary statistics like the mean or the median
are not enough, as sometimes fields will only be partly
damaged. So to more faithfully represent the distribution inside a field, it is advisable to stack multiple
quantiles. Experiments showed that using the quantiles
at 0.15, 0.5, 0.85 was enough to capture most information, as shown in figure 3. After spatial aggregation the
satellite data is represented as a multidimensional time
series d(t) : T → R3·B .
The weather data was interpolated from the nearest
ECA&D measuring points for each field. This leads to
another multidimensional time series whose sampling
points do not align with T .
The main focus is now on efficiently capturing temporal
dependencies. When working with time series as input
data for statistical learning methods, two approaches to
handling such a nonuniform dataset are:
1. Using methods that can handle variable-sized inputs
2. Transforming the data into a fixed-size vector representation
These two techniques will be evaluated in the next two
sections.

Model
RNN
CNN
Gradient Boosting

F1 score
0.51
0.56
0.65

Table 1. Validation F1 scores of the tested methods.
Fig. 3. Capturing the distribution of NDVI values in a
field with three quantiles.
4. VARIABLE-LENGTH MODELS
The first approach is to build neural networks that work
on variable-length inputs. Convolutional networks and
recurrent networks provide the basic building blocks to
deal with dependencies in space and time. However, neural networks by themselves don’t work well with imbalanced classes. This makes additional countermeasures
against convergence towards the bigger class (no loss)
necessary.
4.1. Recurrent neural networks
Recurrent Neural Networks (RNNs) are specifically tailored to work well with time series as input data. In general, neural networks need enormous amounts of training
data when fitting a complex function. As the dataset in
question is comparably small, this leads to bad generalization.
Also, the framework of RNNs has no obvious way to include a second time series with a different frequency (e. g.
the weather data).
4.2. Convolutions over time
Recently, using Convolutional Neural Networks (CNNs)
for time series has become a popular alternative to using
RNNs [13]. So a convolutional model was tested as an alternative to the RNN. A big advantage of using CNNs is
the fact, that including the weather time series is possible
very naturally by downsampling this additional dataset
via 1D convolutions and max pooling.
5. FIXED-LENGTH MODELS
To transform the time series into a fixed-size representation, it needs to be aggregated over the time axis T .
5.1. Temporal aggregation
The time series needs to be mapped to a fixed-length representation. A classical method for this is calculating the
nonuniform discrete Fourier transform of the time series

as outlined in [9]. Setting the fundamental frequency to
1 per year is a natural choice as only the effects during
one planting season need to be observed. By truncating
this to a fixed length, that is only taking the K lowest
frequencies, one ends up with a fixed-length vector representation F ∈ C3KB ∼
= R6KB for the development of a
given field over a year.
Even better results were observed when using a hierarchical basis transform instead [11]. This transformation
approximates continuous functions as a sum of piecewise
linear functions. The coefficients are calculated in hierarchical order, similar to a wavelet transform.
As this method is agnostic of the original sampling frequency, it is very easy to include the weather data time
series as well.
5.2. Gradient boosting
The transformed data is now in tabular form. For each
field, there is a covariate vector xk ∈ R6BK and a binary
response yk ∈ { 0, 1 }.
The best results were achieved with gradient boosting
methods. Recent advances for this technique allow efficient processing of categorical data in boosted trees [4].
Hence the plant culture could be included as an additional covariate.
6. RESULTS
Table 1 shows the F1 scores that the different models
achieved. It is interesting to notice that the neural methods fall far behind the feature engineered gradient boosting. This is due to the fact that they overfit on this
relatively small training data set. Meanwhile the gradient boosting is guaranteed to only take into account
features of high significance, as its input features were
derived this way.
7. CONCLUSION & FUTURE WORK
Remote Sensing is bound to become an essential tool in
many branches of insurance. While the results achieved
in this paper alone will not suffice for individual loss assessment, they provide a good overview of which regions
will need more attention in loss adjustment. This can be
of good use when deciding where to send individual loss

adjusters. Another possible use is the detection of claims
that are sure to be without loss by making the model
lean towards a “loss” decision. That is increasing the
specificity, possibly at the expense of sensitivity. This
would again save costs because these fields would not
need to be inspected at all.
The observed scores should improve when data from
other years is taken into consideration to increase the
size of the training set. This will be done as part of
future work.

Acknowledgments
Historical loss data courtesy of Österreichische Hagelversicherung (ÖHV). Sentinel-2 data courtesy of ESA
(European Space Agency). We acknowledge the EOBS dataset from the EU-FP6 project ENSEMBLES
(http://ensembles-eu.metoffice.com) and the data
providers in the ECA&D project (http://www.ecad.eu)
Further, we acknowledge the Google Earth Engine [8].

References
[1] R. Bokusheva, F. Kogan, I. Vitkovskaya, S. Conradt, and M. Batyrbayeva. “Satellite-based vegetation health indices as a criteria for insuring against
drought-related yield losses”. In: Agricultural and
Forest Meteorology 220 (Apr. 2016), pp. 200–206.

[6] Jon Einar Flatnes and Michael R Carter. “Fail-safe
index insurance without the cost: a satellite based
conditional audit approach”. 2016. Draft.
[7] Bo-cai Gao. “NDWI—A normalized difference water index for remote sensing of vegetation liquid
water from space”. In: Remote Sensing of Environment 58.3 (Dec. 1996), pp. 257–266.
[8] Noel Gorelick, Matt Hancher, Mike Dixon, Simon
Ilyushchenko, David Thau, and Rebecca Moore.
“Google Earth Engine: Planetary-scale geospatial
analysis for everyone”. In: Remote Sensing of Environment 202 (2017), pp. 18–27.
[9] Leslie Greengard and June-Yub Lee. “Accelerating
the Nonuniform Fast Fourier Transform”. In: SIAM
Review 46 (2004), pp. 443–454.
[10] E. Raymond Hunt, Paul C. Doraiswamy, James E.
McMurtrey, Craig S.T. Daughtry, Eileen M. Perry,
and Bakhyt Akhmedov. “A visible band index
for remote sensing leaf chlorophyll content at the
canopy scale”. In: International Journal of Applied
Earth Observation and Geoinformation 21 (Apr.
2013), pp. 103–112.

[2] Yushi Chen, Zhouhan Lin, Xing Zhao, Gang Wang,
and Yanfeng Gu. “Deep Learning-Based Classification of Hyperspectral Data”. In: IEEE Journal of
Selected Topics in Applied Earth Observations and
Remote Sensing 7.6 (June 2014), pp. 2094–2107.

[11] Richard Szeliski. “Fast Surface Interpolation Using
Hierarchical Basis Functions”. In: IEEE Transactions on Pattern Analysis and Machine Intelligence
12 (1990), pp. 513–528.

[3] C.A.J.M. de Bie, B.H.P. Maathuis, and A. Vrieling. “Improved drought detection to support crop
insurance models: powerpoint”. In: Proba-V Symposium 2018. May 2018, S1–S23.

[12] Gui-Song Xia, Xin-Yi Tong, Fan Hu, Yanfei Zhong,
Mihai Datcu, and Liangpei Zhang. “Exploiting
Deep Features for Remote Sensing Image Retrieval: A Systematic Investigation”. In: CoRR
abs/1707.07321 (2017).

[4] Anna Veronika Dorogush, V. I. Ershov, and Andrey Gulin. “CatBoost: gradient boosting with categorical features support”. In: CoRR abs/1810.11363
(2017).
[5] Markus Enenkel et al. “Exploiting the Convergence of Evidence in Satellite Data for Advanced
Weather Index Insurance Design”. In: Weather,
Climate, and Society 11.1 (Jan. 2019), pp. 65–93.

[13] Jianbo Yang, Minh Nhut Nguyen, Phyo Phyo San,
Xiaoli Li, and Shonali Krishnaswamy. “Deep Convolutional Neural Networks on Multichannel Time
Series for Human Activity Recognition.” In: International Joint Conferences on Artificial Intelligence. Vol. 15. 2015, pp. 3995–4001.

© Copyright 2019 IEEE Geoscience and Remote Sensing Society

